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Chapter 1

Introduction

A pattern, as we all know, is made by repetitions. We can see patterns in carpets, in animal behaviour, in
weather: patterns are everywhere. Pattern analysis is about understanding patterns that are hidden in
data, and since our data our numbers our ultimate goal is to understand the patterns using mathematical
tools.

We will be learning that pattern analysis is about using functions to model data we have collected
by observing the real world around us. It is the purpose of this course to give a fuller understanding to
what this means. But let's use an example to give us a �rst idea.

1.1 An Extended Example

You are a natural philosopher in the year 1600, interested inhow things fall. You climb a tower of the
local town and drop two cannon balls o� the side, one larger one small. You notice they the ground at
the same time | and this happens every time. So you decide to conduct an experiment by measuring
the height of a cannon ball at a given time. Your measuring equipment gives you the following list of
heights (in meters) and times (in seconds).

time 0.01 0.09 0.21 0.31 0.40 0.49 0.61 0.70 0.79 0.92 0.98
height 5.0 5.1 4.9 4.6 4.3 3.8 3.2 2.7 1.8 1.0 0.1

As a good experimenter you realize that the numbers in the table are subject to measurement error:
neither the clock nor the ruler are completely accurate. So you repeat the experiment many times, and
end up with many tables similar to the one above.

You want to discover if there is a pattern in the number tables, so you plot each (time,height) pair
as a point on a graph. This gives you the picture in Figure 1.1.
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Figure 1.1: The measured height of a cannonball at measured times.
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6 CHAPTER 1. INTRODUCTION

You notice that the measurement errors cause the observation pairs (time,height) to make little
clusters of points on the graph. But there is a de�nite pattern. This pattern becomes a little more
obvious if you take the average of each cluster, as shown by the circles in Figure 1.2. Taking average is,
of course, a statistical thing to do.
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Figure 1.2: The measured height of a cannonball at measured times, with cluster averages.

Now, being a good mathematician you recognise the pattern inthe average points as a quadratic
equation, of the form h = a + bt + ct2. What you need to do is decide the best values of the parameters
a, b, and c are. Having access to the techniques in this course you work out that the best values are
a = 5, b = 0, and c = � 4:9. So this is the model you are looking for

h = 5 � 4:9t2

This model is a compact way to explain the observed data. Instead of carrying all those tables with you,
you need just two numbers, 5 and� 4:9. Well, not quite, you have not modelled noise, but choose to
defer that for the moment. Instead you plot the function as a continuous line on the graph. This line
allows you make predictions as to where the ball will be at times between the resolution of your clock.
Maybe you can check these predictions, by building a more accurate clock.
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Figure 1.3: The measured height of a cannonball at measured times, with cluster averages, and �tted
model.

To �nish o� you ask about balls falling from other towers, and �nd that the �rst value you get is just
the tower's height. The second value, 4:9 is the same every time. A physicist friend tells you that this
if half the acceleration due to gravity, measured in meter per second, which explains why it is constant.
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Conclusions From the Example

This simple example shows that the aim of pattern analysis isto model data, which is to say explain it.
If you did not know how things fall under gravity you would mak e measurements and then try to �t a
mathematical curve to them | exactly as here.

The example suggests that statistics is used to combat measurement error, which is true; but that
is just one use of statistics. The example is incomplete because the spread of the clusters are not taken
into account. By \spread" I mean whether the cluster is tight or wide.

The example also shows that functions, in this case a quadratic equation, can be written down as
a table, as a graph, or as an equation. All three are di�erent ways of looking at the same thing | all
three model the pattern (relationship) | but each has its own use.

We will need to study functions in greater detail. Some of this will be revision, some might be new.
But our study of pattern analysis begins by studying functions.

1.2 Basic Concepts in Probability and Statistics

1.2.1 Statistics: Mean and Deviation

We all know some of the basics. We know how to get the average from a set of numbers |- just add
them all up and divide by the size of the set:

�x =
1
N

NX

i =1

x i (1.1)

This is more properly called the arithmetic mean to distinguish it from other de�nitions of \average",
like median and mode; but we will just call it mean or average here.

The average is astatistic of the data, which means that it is a number that somehow describes the
data | it gives a kind of summary. You may object that the summa ry is not very informative, and
you'd be right. But it can be useful, provided it is used with care.

One of the ways to abuse the average is to simple compare one with another. This is done often
in the media, on TV and in the newspapers. The problem is that the average on its own does not
tell us anything at all about the spread of the data. This is important because the data sets might
\overlap". They might even have the same mean. For example the setsA = f� 2; � 1; 1; 2g and B =
f� 200; � 100; 100; 200g both have the same average of 0; but one is con�ned between� 2 and 2, whereas
the other is spread 100 times as wide. Unless we know the spread, we cannot tell the di�erence between
these. Also, the data setC = f 10; 11; 13; 14g has a mean of 12, which makes it look very di�erent from
the other two. Now, although it can be easily separated from set A it is clearly inside the width of set
B | so we might not be able to properly tell C from B . This is just reason why we should take care
when faced with statistics reported in the media.

The statistic which gives the spread of the data is called thestandard deviation. It is de�ned via the
variance:

� =
1
N

NX

i =1

(x i � �x)2 (1.2)

See how this is just an average of squared distances: (x i � �x)2 Some de�nitions use 1=(N � 1) instead of
1=N; the reasoning is quite subtle so is not discussed here; but just so you know. The standard deviation
is the positive root of the variance.

� =
p

(� ) (1.3)

and since the variance is the average of squared distances, the standard deviation is just a distance.
If the data is broadly spread, the standard deviation will be large, if the data is tightly packed, the
standard deviation will be small. The standard deviation will not give the actual width, but is correlated
to it. In the examples above it is about 1:732 for A and C, and about 173:2 for set B .
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Multi-variate data

The above formulae assume each datum is a single number. Datalike this is called scalar data. But
what about things like points on a map? The location of housesin a town, say. Surely it makes sense
to �nd the average of them | which we might guess is close to the town centre. And the spread | well
that should somehow re
ect not just the size of the town but the way it is laid out, it might be long
and thin (a ribbon village), or more-or-less round and so on.Point data are examples ofmulti-variate
or multi-dimensional data, meaning the data is spread out in more than one dimension | like points on
map, but possibly in 2,3,4 or even more dimensions. In any case we can get the mean:

� =
1
N

NX

i =1

x i (1.4)

and the covariance matrix

C =
1
n

NX

i =1

(x i � � )T (x i � � ) (1.5)

These terms play crucial roles in probability and statistics, and so are very important to this course in
pattern analysis. The covariance matrix contains a lot of information inside it | including the shape
(long{thin or roundish) and orientation (rotate a long{thi n shape). We will see how to get at these when
we discuss theMahalanobis distancein Section 3.3.3

1.2.2 Probability: Frequency and Belief

The probability of something can be thought of as as the number of times you expect to see it, given
that the thing exists as parts of a wider group | the set of all p ossible outcomes. This is the so-called
frequentist view of statistics. Amongst the simplest of common examplesis the throw of a dice. A dice
has six sides, numbered from the setf 1; 2; 3; 4; 5; 6g, and the chance any one of them is seen on a given
throw is 1=6. Another example is spinning a coin. In this case the set of all possible outcomes inf H; T g,
and the probability of seeing any one is 1=2.

The way the probability is computed in these case is easy. Just take the subset of outcomes you care
about, X and divide its size by the size of the set of all possible outcomes, U. So that the change of
observing a particular outcomex in X is

p(x 2 X ) =
jX j
jUj

Now we can work out the probability of seeing a 1 or a 4, say on a given throw of the dice. X = f 1; 4g,
U = f 1; 2; 3; 4; 5; 6g, so p(x 2 X ) = 2 =6 = 1=3.

There is another view of probability, called the Bayesian view. It is named after the Reverend Bayes,
a famous early statistician. Bayes came up with a law which isso basic and so simple that is is used
pretty much all the time, and we will look at that law in just a m oment. Before then, let's take a
Bayesian view of probability.

1.2.3 Bayes law

Suppose you hold the belief that a particular horsemight win The Grand National next year. Would
it make sense to say that your horse has a better chance than some other horse? Many | including
bookies | would argue that is does make sense, and are prepared to assign odds to their belief. Odds
are one way of expressing a probability, but in cases like this the probabilities cannot be interpreted as
a frequency.

Now, Bayes law allows you to include your beliefs about the world inside a probabilistic model. Let's
develop Bayes law using the example of medical diagnosis.

You go to the doctors with symptoms of a fever and spots. The doctor knows that the more than
one illness can cause these symptoms, but that the most common cause is measles. The initial diagnosis
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is, therefore, measles. We can write this situation down a bit more formally. The doctor wants to know
the probability of measles | given you have spots and fever. This is called aconditional probability and
is written like this: p(measlesjspotsandfever). This probability cannot be measured directly, because
other illness can give the same symptoms.

What can be measured is the probability that you have spots and fever, given you do in fact have
measles, that isp(spotsandfeverjmeasles). One (unethical) way to do this is inject people with measles
and see how many times spots and fever develop. Another way isto be sure of the diagnosis. Either
way, this probability is less than 1 because there are cases when someone has measles but does not show
spots and fever. Notice it is written the opposite way aroundfrom the previous conditional probability.
Now, even if the doctor had not seen you at all, they could still guess at the chance you have measles.
All that is needed for this is the frequency of measles compared to other illnesses and good health. This
is written p(measles); it is called a prior . Notice that this is the probability you have measles right now!

To complete Bayes theorem we need one more thing: the probability you have spots and fever,
p(spotsandfever). You might say that under the conditions of this example this is 1, since we have
asserted you have. but let us pretend that we might be mistaken, so allow that to be 1 or less.

Bayes balances these probabilities like so:

p(measlesjspots and fever) =
p(spots and feverjmeasles)p(measles)

p(spots and fever)

If we usex and y in place of the speci�c terms, we get this expression of Bayeslaw

p(xjy) =
p(yjx)p(x)

p(y)

which is one of the most important equations in all of probability.
We can understand Bayes law using Venn diagrams. Consider the example in Figure 1.4. There are

two sets A and B , which intersect. The set A holds even numbers, setB holds numbers greater than
4. What is the probability of picking an even number if you randomly pick from B , ie p(AjB )? Going
right to the top this section we see we need a universe | here it is the set B , and the set of interest, in
this caseA \ B . Following the de�nition above we have

p(AjB ) =
jA \ B j

jB j

But we could also ask what is the probability of getting a number greater than 4, if we pick randomly
from A. This is

p(B jA) =
jA \ B j

jAj

These are the conditional probabilities. The priors are thechance of picking fromA or B at all, given
you've picked from the set of all possibilities,U:

p(A) =
jAj
jUj

p(B ) =
jB j
jUj

Putting these together we have to conclude Bayes law

p(AjB )p(B ) = p(B jA)p(A)

and we see this is just the chance of picking something inA \ B (A and B), given you've picked from
A [ B (A or B). This is called the joint probability .
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U: integers between 0 and 10
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Figure 1.4: Two intersecting sets, in a universe.

1.2.4 Combinations of Probabilities

But what about throwing a 1 in the �rst throw and a 4 on a second throw. Well, the throw of the dice
are independentfrom one another, so we multiple the individual probabiliti es to get 1=6 � 1=6 = 1=36.
Another way to see this is to consider pairs of numbers | one number in the pair for one dice, the other
number for the second dice. We will end up with 36 such pairs, as below

(1; 1) (1; 2) (1; 3) (1; 4) (1; 5) (1; 6)
(2; 1) (2; 2) (2; 3) (2; 4) (2; 5) (2; 6)
(3; 1) (3; 2) (3; 3) (3; 4) (3; 5) (3; 6)
(4; 1) (4; 2) (4; 3) (4; 4) (4; 5) (4; 6)
(5; 1) (5; 2) (5; 3) (5; 4) (5; 5) (5; 6)
(6; 1) (6; 2) (6; 3) (6; 4) (6; 5) (6; 6)

only one of these is the pair we want (1; 4), so the chance of seeing it is 1=36.
One thing to watch out for when dealing with probabilities is the question being asked. Suppose we

ask whether we see a 1 and a 4, but do not care about which comes �rst | the probability of this is
2=36 because there are two permutations of the pair 1 and 4, namely (1; 4) and (4; 1).



Chapter 2

Basic Analysis of Functions

2.1 Function Basics

We will be using functions to model data we have collected by observing the real world around us;
chapter 1 has an example. It showed we can write functions down as tables, or draw them as graphs, or
use them as relationships between numbers, which is what we do here. You probably know quite a lot
about functions already, so the early sections might be revision | but it's as well to go through them
anyway.

It is certain you will have seen functions like this oney = a + bx + cx2 because it is used falling-
ball example. And you will recognise that if you choose a value of x the function above gives you a
corresponding value ofy. This function can be written in other ways:

y(x) = c + bx + ax2

which emphasis the fact that the value ofy depends on (is a function of)x.
A function is like a factory that processes numbers: numbersare input and numbers are output.

Functions can input one or numbers at a time, and produce or ormore numbers at a time. The numbers
which are input are called independent variables, because you are free to change them. In the function
above the x is the independent variable. The numbers output are calleddependent variablesbecause
they depend on the values of the inputs, this isy = y(x) in the above example.

A function may also useparameters, which are �xed. In the above example they change the shape
of the quadratic curve, and if c = 0 make it a straight line. One of the problems we will study is to
chose the parameters of a function, given a collection of independent and dependent pairs. This was the
problem in the introductory example, and it is a speci�c example of model �tting, which in this case is
called regression. But once the parameters are �xed thats it; the function is fu lly speci�ed.

Functions which have more than one independent variable arecalled multi-variate functions. A good
example is

h(x; y) = ax2 + bxy + cy2 + dx + ey + f (2.1)

which is a function we will meet many times. This is because ifthe parameters are correctly balanced,
if b2 � 4ac < 0, then this is the equation of an ellipse. To see what this means, think of h(x; y) as being
the height of a surface at the point (x; y). All the points at a given height make up an elliptical contour.
Obviously, the ellipse gets bigger ash gets bigger, so you can also think ofh as some kind of area. In
fact if a = c and b = 0 then the ellipse degenerates into a circle and theh is exactly the radius squared.

The MATLAB example program Functions\main_ellipse.m allows you to visualise this function.
It is an important function, so play around by setting parameter values.

A function that produces more than one output value is calledmulti-valued. A good example is

y(x) =
p

x

11
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which has two output values (even if x = 0, its just that then the two values coincide). Other exampl es
use di�erent functions to compute the distinct output value s. Consider this example

x(t) = 3 t

y(t) = 5 � 4:9u2

The y(t) gives the height, at time t, of a cannonball falling from a tower of height 5 meter. Thex(t)
says how far the ball is away from the tower at the same time, 3 is the initial horizontal speed of the
ball. Together these two equations make up the trajectory ofthe falling ball, which happens to be a
parabola.

Before continuing we will add in a little more formalism. A fu nction takes in some set of values and
mapsthem to another set of values. We writey = f (x) to denote the function and f : X 7! Y to denote
the mapping, in which X is the set of all possible input values andY is the set of all possible output
values. The set of real numbers is a line denoted< , and the real plane is< � < = < 2. So the ellipse is
a function h : < 2 7! < .

2.1.1 Addition, Subtraction, Multiplication and Division of Functions

In this subsection we will learn to do things like add and multiply functions. These operations will form
the basis of later analysis.

Consider addition �rst, using an example. Take three functions: a constant, and straight line, and a
parabola:

y1(x) = c

y2(x) = bx

y3(x) = ax2

We just add the functions values at eachx point to get a new function

y(x) = y1(x) + y2(x) + y3(x) = c + bx + ax2

which is just a quadratic.
It is just as easy to multiply a pair of functions; again the value of the function at a particular point

multiply to make a new value. As an example, usingy1(x) = 3 x � 4 and y2(x) = 2 x + 3 we can compute
their product:

y(x) = y1(x)y2(x) = (3 x � 4)(2x + 3) = 6 x2 + x � 12

so the product of these two linear functions is a quadratic function.
Subtraction and division follow in the same kind of way | almo st. An interesting case can arise

when dividing functions. Consider y1(x) = 6 x2 + x � 12 and y2(x) = x � 1. Now consider the division

y(x) =
y1(x)
y2(x)

=
6x2 + x � 12

x � 1

This looks �ne | but what happens at the point x = 1. At that point the demoninator x � 1 has value
0, and the numerator has value� 1. Soy(0) = � 1=0 | we are trying to divide by zero.

You should know that division by zero gives an in�nite result , and in�nity is not a regular sort of
number. To see why thinks of division as potted subtraction. Seen this way a division like 12=4 means
something like \subtract 4 from 12 as many times as you can without going negative". It is obvious you
can subtract 4 from 12 4 times exactly, so 12=4� 3. No surprise there. But 0 can be subtracted from 12
a in�nite number of times and without ever going negative. The only exception to this rule is 0=0; this
can take any value you want, after all for all x = 0 we have 0=x = 0, x=0 = 1 , and x=x = 1. All bets
are o� if we set x = 0!

But we digress a little. It turns out that locations where a fu nction is divided by zero are very
important to understanding the function. They are called poles. The MATLAB example program
Functions\main_quadratic.m allows you to build quadratic functions, add them, multiply them, and
divide them; have a play.
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2.1.2 Polynomial Functions and the Taylor Series

Linear and quadratic functions belong to a family of functions called polynomial functions. Here are
some more polynomial functions:

y0(x) = 3

y1(x) = 3 � 4x

y2(x) = 3 � 4x +
1
2

x2

y3(x) = 3 � 4x +
1
2

x2 �
1
4

x3

which are in turn, a constant function, a linear function, a quadratic function, and a cubic function. The
highest power ofx is called the order of the polynomial function. As you can see, the examples above
have order 0,1,2, and 3 respectively.

It is easy to write the general from of a polynomial function

y(x) =
NX

i =0

ai x i

here i indicates the power ofx | up to order N , and ai scales (also called weights)x i . The parameters
ai are called the polynomial coe�cients, and it should be clear that you can change the shape of the
function by changing the coe�cients.

It is easy to di�erentiate a polynomial function

d
dx

y(x) =
X

i = 1 N ia i x i � 1

Notice the limits of the sum have changed, there is one less. We could put the i = 0 term in, but it is
always zero so there is no point. We can continue di�erentiating. You should verify that

d2

dx2 =
NX

i =2

i (i � 1)ai x i � 2

d3

dx3 =
NX

i =3

i (i � 1)(i � 2)ai x i � 3

...
dk

dxk =
NX

i = k

i !
(i � k)!

ai x i � k

in which i ! = i (i � 1)(i � 2):::1 is the factorial function.
We will now discuss a very important idea: the Taylor expansion, which we will state without any

proof but instead we will develop the idea at an intuitive level. Informally the Taylor expansion says that
if you know the value of a function at a point, then the functions values close by can be approximated
by adding up its di�erentials, with suitable coe�cients, li ke so:

f (x + u) = f (x) +
df
dx

u +
1
2

d2f
dx2 u2 1

3 � 2
d3f
dx3 u3 + ::: +

1
k!

dk f
dxk uk + ::: (2.2)

In principle the sum continues over all degrees of di�erentiation. For some functions, and the polynomials
are good examples here, the higher order terms are always zero. Other functions can be di�erentiated
for ever.

Now for the intuition. If we knew nothing else it seems sensible to say that the function value close
to a point has pretty much the same value as at the point. So if we knew nothing else we might say is
the same. We would write

f (x + u) = f (x) + e
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, wheree is some error. If we can di�erentiate the function at x we will get the slope of a line there. We
can use this to tell us how much to add to (or subtract from) the function, We have

f (x + u) = f (x) +
df
dx

u + e

which we hope gives a better approximation | the error should be smaller than before. Now, if we
di�erentiate at x again we will get how much the slope changes by; and changing the slope means the
function is curved. The second order term is therefore a quadratic term.

f (x + u) = f (x) +
df
dx

u +
1
2

d2f
dx2 u2 + E[e3]

here I have written E[e3] to indicate any error is of third-order. This should be smaller than all lower
order error.

What use is the Taylor series? Well the Taylor series says that (almost) any function can be locally
approximated by a sum of polynomials. So consider this problem: suppose you are using a computer
language that does not have the sin(x) built in | how would you compute sin( x)? Someone has had to
solve this problem so the rest of us can call sin(x) without further thought. But how would you solve the
problem? You might use the Taylor expansion. You know that sin(x = 0) = 0, but want to know sin( x)
for a small x value. If you know the Taylor expansion for sin(x) then you can get an approximation, at
least. Now, in practice sin(x) would be computed in a di�erent way | but that is not the point here |
the point is you now know at least one way to approach the problem.

2.1.3 The exponential, trigonometric and Gaussian functio ns

Not all functions are equal. The exponential function is one the most important functions of all. It is
used widely in mathematics, all of science, and all of engineering. We will use it later on, here we just
de�ne it and look at some of its properties.

The exponential function is de�ned like this

exp(x) = 1 + x +
x2

2!
+

x3

3!
+ :::

=
1X

i =0

x i

i !
(2.3)

You should be able to see that this looks like a Taylor series.Notice that

d
dx

exp(x) = exp( x) (2.4)

exp(0) = 1 (2.5)

exp(x + y) = exp( x) exp(y) (2.6)

The �rst of these is the most interesting, it says the slope at x is identical to its height. A physical
example of where this happens is radioactive decay, in whichthe rate of decay is proportional to the
amount of material which remains.

Also notice that the number e is
exp(1) � 2:7183

and that exp(x) = ex . The number e is a bit like � in that is never ends, and is equally important |
just less well known.

The trigonometric functions should be familiar to you, being sin(x), cos(x), and tan(x). We will
consider only the �rst two of these, both of which have in�nit e Taylor expansions:

sin(x) = x �
x3

3!
+

x5

5!
�

x7

7!
+ ::: (2.7)

cos(x) = 1 �
x2

2!
+

x4

4!
�

x6

6!
+ ::: (2.8)
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you should be able to use these to show that

d
dx

sin(x) = cos(x) (2.9)

d
dx

cos(x) = � sin(x) (2.10)

Now here is an interesting thing. If you examine the sin(x) series you see only odd powers, and the
cos(x) series has only even powers. The exponential expansion hasboth positive and negative powers.
So its very tempting to suggest there is some kind of relationship between the exponential and these
trigonometric functions. Turns out there is, but to get at it we need complex numberssee Section x .

Let i =
p

( � 1) be the imaginary number. Now consider the expansion of exp(ix ) :

exp(ix ) = 1 + ix +
(ix )2

2!
+

(ix )3

3!
+

(ix )4

4!
+

(ix )5

5!
+

(ix )6

6!
+

(ix )7

7!
+ :::

= 1 + ix �
x2

2!
� i

x3

3!
+

x4

4!
+ i

x5

5!
�

x6

6!
� i

x7

7!
+ :::

= (1 �
x2

2!
+

x4

4!
�

x6

6!
+ :::) + i (x �

x3

3!
+

x5

5!
�

x7

7!
+ :::)

So that we see a very important relationship

exp(ix ) = cos(x) + i sin(x) (2.11)

So there is indeed a relationship between the exponential and trigonometric functions.
As an interesting aside let us consider the case whenx = � , then exp(i� ) = cos(� ) + i sin(� ). Now

since cos(� ) = � 1 and sin(� ) = 0 we can conclude

ei� + 1 = 0

which a famous equation linking �ve of the most important num bers in all of mathematics.
Before moving on we should take time to consider another function we will use a lot. This is the

Gaussian, which is very simple to de�ne:

g(x) = � exp
�

�
1
2

(x � � )2

� 2

�
(2.12)

This is often described as a \bell shaped" curve. It's value to statistics and probability is hard to under-
estimate. The function parameters� , � , and � specify a particular Gaussian. The� controls the height
at the maximum which will be at x = � ; the � controls the width of the bell. In probability it is common
to set � = 1 =(�

p
2� )) because then the Gaussian has unit area (that is, integrates to 1). When this is

done the Gaussian may be called thenormal distribution, which plays a central role in probability.

2.2 Function Analysis: the Fourier Transform and Convoluti on

Digital signal processing makes a lot of use ofconvolution; we can mitigate againstnoise, detect edges
and do much more. To see more about this, look at the computer vision notes, the computer graphics
notes, computer music notes.

To properly understand convolution we need to understand the Fourier Transform , because the two
are connected via theconvolution theorem. We will begin with a brief introduction to convolution, and
move on to the Fourier Transform. We will end with their connection.

2.2.1 Convolution

Convolution of a function f (x) with a kernel k(:) is de�ned like this

h(x) = ( f � k)(x) =
Z 1

�1
f (u)k(x � u)du (2.13)
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Source Target

window

w(-1,-1) w(-1,1)

w(1,-1) w(1,1)

w(0,0)

Figure 2.1: Linear �ltering scheme. A window of weights is placed over a source image. A weighted sum
of source pixels is stored in a target pixel.

if we write ( f � k) we mean the above convolution.
Now, let's take this slowly. First the kernel is just another function, in principle this can be any

function, but in practice only a few are useful (and these areusually based on the Gaussian function).
So k(x � u) is some function shifted so that x is the e�ective origin; x � u is now just a distance from
the origin. Now the next step is just to multiply the shifted v ersion of the kernel with the function
in hand; this f is the digital signal itself. So if we continue usingk as a Gaussian, then places where
the Gaussian is tiny get all but wiped away, these are situated far from x. The only places where the
Gaussian is large remain are close tox, and these will count. Finally just sum over the now modi�ed
function f (x)k(x � u). Continuing the Gaussian example, this will be a weighted average of the data
near to the point x. Whatever answer you get, store it a locationx, and do this for every x to build up
the function h(x). Figure 2.1 illustrates this process.

Here are some common kernels:

k1(x) =
�

1=r if jxj < r
0 otherwise

k2(x) =
1

�
p

2�
exp

�
�

x2

2� 2

�

k3(x) =
� 2x

� 2
p

2�
exp

�
�

x2

2� 2

�

The �rst, k1(:) is a 
at kernel and has the e�ect of blurring the input. This is good for removing noise.
The second,k2(x) is the Gaussian, and also blurs | put puts more weight on the c entral point (near
x in the convolution). It is better for blurring because it avo ids so calledringing artifacts | which lie
beyond the scope of this course. The �nal examplek3(x) is just the di�erential of k2(x); it is used to �nd
discontinuities in the data | in pictures these are places wh ere colour changes abruptly, which often at
the edge of an object. Each of these kernels have their two dimensional equivalents, the e�ect of which
can be seen in Figure 2.2 (see Computer Vision notes for more details).

2.2.2 Fourier Transforms

We know we can add functions to get new ones. This turns out to be a very important idea. It turns
out you can make any function at all by adding cosine and sine functions. But you have to use in�nitely
many of these functions, and you have to scale their amplitude and shift their phase.

Now, given a function f we would like to work out the amplitude and phase for the sinusoids that
make it up. This is done using the Fourier Transform. We de�ne the FT as

F [u] =
Z 1

�1
f (x) exp(� ixu )dx (2.14)
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Figure 2.2: Some e�ects of linear �ltering. From left to righ t: original photograph; blurred version,
vertical edges, horizontal edges. These e�ects are made just by changing the weight values in the
window (some weights need to be negative) .

there are many variants, but di�er only be scale factors. The inverse has exactly the same form.

f [x] =
Z 1

�1
F (u) exp(ixu )du (2.15)

To see what the FT does, recall exp(i� ) = cos(� ) + i sin(� ), then

F [u] =
Z 1

�1
(f (x) cos(xu) + i sin(xu))dx

=
Z 1

�1
f (x) cos(xu)dx + i

Z 1

�1
f (x) sin(xu)dx

Now this looks a lot like a pair of convolutions. One with a cosine kernel, the other with a sine kernel.
Except now instead ofx shifting the kernel, we useu to pick the frequency of the trigonometric function.
Multiplication of the data function f by the trigonometric function suppresses the signal at regularly
spaced locations | as dictated by the frequency u. So F [u] can be thought of as the strength of the
signal in \frequency bad" u. In fact this is not quite right. F [u] is a complex number, soF [u] = rei� .
Its magnitude, r says how much to scale the trigonometric function of frequency u, and the angle� says
what the phase shift is.

Again, these de�nitions extend readily into two dimensions. Figure 2.3 is intended to build up
intuition about this. In 2D, the waves appear to be corrugated surfaces. The frequency of any corrugate
says how far it is from the origin of the Fourier plane | high fr equencies are further away. Corrugates
of the same frequency but di�erent orientation appear on a circle around the origin. The phase and
amplitude of any corrugate can, of course, change. Thus every point in the Fourier plane ( u; v) speci�es
a frequency at some orientation, and the two values at this point give the amplitude and phase. When
all corrugates are added up, a picture is the result.

2.2.3 The convolution Theorem

The convolution theorem ties convolution and Fourier transforms together. If F is the FT of f and G is
the FT of g, the convolution theorem says that we can get the convolution f � g by multiplying F and
G, then taking the inverse FT.

f � g $ F G (2.16)
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[3,0]

[0,3]

[2,0][1,0]

3[cos(60),sin(60)]

3[cos(30),sin(30)]

[0,0]

raises the frequency os the corrugate

the origin gives a
flat corrugate

moving around the origin at
constant disatnce from it
rotates the corrugate

we can view
the corrugates as images
of surfaces

moving away from the origin in one direction

Figure 2.3: A diagram to show how di�erent corrugates relate to the vu-plane. Here all amplitudes are
set to unity, and all phases to zero. Notice how the dots in theuv-plane make a picture.

This theorem is of real value to both practice and analysis. It allows us to talk of blurring kernels as
\low pass �lters", because the FT of blurring kernels is high close to the Fourier plane origin. Conversely
a \high pass �lter" is high valued over the high-frequencies, and corresponds to discontinuity detecting
kernels (edge detectors). It means we can design kernels in the Fourier domain, if we chose. It means we
can �lter in the Fourier domain, which is good because it is much faster than convolution in the spatial
domain.



Chapter 3

Elements of Probability and
Statistics

3.1 The value of probability and statistics to pattern analy sis

This chapter sets out to give you the basic ideas underlying probability and statistics. These are di�erent
| mathematicians even recognise then as di�erent disciplin es, in which \statisticians" study real word
data, whereas \probabilists" are more theoretical. But for us a statistic is a number which somehow
summarises data gathered from the real world | the average is one example. Aprobability, on the other
hand, measures the chance that some event will occur.

The are many reasons we need probability and statistics in pattern analysis, but perhaps they all
boil down to one thing: we want to say whether two di�erent thi ngs belong together. On the desk in
front of me I have a collection of di�erent objects. I can easily arrange them so the pencils and pens are
in one pile, the papers in another, paper-clips in yet another, and so on. For you and I this is an easy
task; it is in fact deceptively easy. The problem would be hard for a computer because it has to look
for matching patterns in the data | in this case visual input. These patterns will represent the pens,
books, clips etc. Matching patterns for pens, say, is hard because no two are exactly alike. All we can
really do is say whether they probably match or not.

The conclusion to draw from the above example is that patternanalysis uses probability and statistics
to look for classes of objects in data. In the above case, the data comprises physical objects, and the
classes are the groups they are sorted into. In our case the data will appear as collections of numbers,
possibly more than one per physical object. The numbers somehow describe the object { its length, its
colour, its mass, and so on are typical. These descriptive numbers are calledfeatures. We hope that if
two objects belong to the same class then they have similar features, because then we can hope to use
pattern analysis to �nd the group.

For example, we might decide that length and width of objectson the desk arediscriminating features,
meaning we can use them to arrange objects into classes. In Figure 3.1 we see ascatter plot which shows
data points made up for illustration. Each point corresponds to a physical object of some kind, and we
can see three groups of dots. Notice the that scatter plot record the fact that pens and pencils tend to
be long and thin, whereas books and paper-clips tend to be wider compared to their length. Books tend
to be larger than paper clips. Also we can tell that paper-clips tend to be very similar to one another,
we can tell this because the paper-clip group is very tightlypacked. Because pencils and books are more
variable in shape, their groups are more widely spread in thescatter plot. Overall we can see that the
the points plotted have a distribution which we can interpret in meaningful ways.

Now pattern analysis sets out to discover these kinds of things automatically. If we can program a
computer to discover the groups inside data, then we can say w e have a computer capable of
learning to recognise things | if only some things . It should be clear from the example we must
choose good discriminative features, but this is a design choice based on the programmer's understanding
of the problem at hand. What pattern analysis does is to examine the distribution of data,

19
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length

books

pens and pencils

paper clips

w
id

th

Figure 3.1: A scatter plot for objects on a desk.

looking for classes. This chapter is about how to model the distributions, the next is about how to
look for classes. The �nally chapter is about how to go about �nding things out given data | that is,
how to search.

3.1.1 Non-parametric and Parametric models of distributio n

Our task now is to model a distribution of data. They key thing to model is the density of the data |
which means how closely packed (or not) the data is at some place in the scatter plot. There are two
main types of model: theparametric and the non-parametric. A simple example is used to highlight the
di�erence between them.

A primary school teacher wants to teach elementary statistics. She arranges the children into groups
based on their height. First she selects a set of heights at 10cm intervals, these are the \group heights".
She places each child in the group with a group height closestto their own. Then she gets the groups
to form lines starting from a chalk toe-line she drew on the ground. The lines are arranges left-to-right,
by group height. Finally she goes to the upper 
oor of the school and takes a photograph. She points
out that lines in the middle are long, and those at the edges are short. She explains to the children that
they have made ahistogram. Back in the classroom she draws the lines the children made onto graph
paper. The children notice that the bars on the graph make a bell like shape, and so draw a curve to
approximate the histogram.

Histograms are a so-callednon-parametric way to represent a probability distribution. This might
be thought of as odd, given that histogram construction depends on the choice of bin width (this is 10
cm in the above example). But the name serves to contrast withthe parametric methods of describing a
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probability distribution. In the latter class of methods on e tries to �t a function to the data distribution
by computing (or �nding) the function's parameters. The fun ction is said to model the distribution,
meaning that the value of the function at a point gives an estimate of the probability at that point. This
is what the children did when they drew the bell curve on the graph.

We can see that the histogram takes more drawing than the bellcurve and indeed parametric methods
are usually more e�cient than non-parametric counterparts . Also, it is easier to analyse parametric
forms. On the other hand, non-parametric methods are often more accurate. So, which is used is largely
a design choice that depends on the problem in hand.

No matter how the density is modelled one property is key: thedensity over all should add up to
unity. So if we break the scatter plot areas into small squares of unit area, then sum the density value
in each square, we must get 1. Of course, scaling will usuallybe needed to be to make this happen. In
Figure 3.1 we would end up counting the number of objects on the desk. So all we need to do is divide
the number of objects on each square by the total number of objects.

This scaling | called normalisation | is important because it means we can interpret the distribu tion
as aprobability distribution . So now, the density in a square (it's height above the plane,if you like to
think of it that way) is exactly the chance that an object with those features will be picked at random.

Suppose I my favouriten objects on my desk are those whose length is between 4 and 5 inches and
whose width is between 0:25 and 0:3 inches, and there areN objects overall. Now you close your eyes
as I scatter all N objects on your desk, and ask you to pick anyone of them at random. The chances
you pick one of my favourite objects isn=N | which is the height of the probability distribution.

The fact that the probability distribution sums to 1 means th at some object is certainly picked. It
means that all the objects of the desk have a height and a width.

3.2 Non-parametric methods

We have already seen that a histogram is a non-parametric method by which to model a data distribution.
We examine this in a little more depth now. We will begin with h istograms, but also considerkernel
methods.

3.2.1 Histograms in One Dimension

The histogram provides a way of summarising data. SupposeX = [ x1; x2; :::; xN ] is a collection of data
values (height of children, gray levels in an image, ...). Tomake a histogram from these data we have
to count the number of data value falling inside a small region, called a bin. A bin is usually de�ned
by its start and end value, or by its centre point and width. We will use the centre and width method,
because it more easily extends into the kernel methods.

To de�ne a bin we supposeu is its mid value and w is half its width. Now if datum value x 2 X is
lies inside the open interval1 (u � w; u + w), then x � w < = x < x + w is be true. So, let us de�ne a
function

d(x; u; w) =
�

1 if x � w < = x < w + w
0 otherwise

We are now able to make a histogram. We need to choose a set of bin centresU = [ u1; u2; :::uM ], all of
width w. The ui are separated by a distance 2w, and there is enough of them to cover all the data in
X . The histogram is now de�ned by

h(uj ; w) =
NX

i =1

d(x; u j ; w) (3.1)

As a �nal note, I use an open interval in constructing this histogram so that is generalised more easily
to multi-dimensional cases.

For example, Figure 3.2 shows the histogram of gray level values in monochrome photograph. You
can easily see the histogram has two peaks, one for dark pixels the other for light. In an image processing

1See Appendix, section A.1
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routine we might �nd gray level between these with smallest histogram count, and use it to threshold
the image into dark and light regions, in the hope these correspond to foreground and background.
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Figure 3.2: A picture and a histogram of its gray level values.
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Figure 3.3: Histograms of the camera man picture, with di�erent bin widths. top-left width is 1, top-right
width is 10, bottom-left width is 50, bottom-right width is 1 00.

There are many other things we do with histograms. For example, we might compare the histograms
of two images, and if they are close enough decide that the images are somehow related. This type of
comparison is in fact used in some database retrieval systems, so that people can use one picture as a
\query" and then look for matched in a database by comparing histograms. So that if a user input a
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dark image as a query, then dark images would be returned.
It should be obvious that the histogram we get from Equation 3.1 depends on the position and

width of the \bins"; the width being the most signi�cant; Fig ure 3.3 gives an example. For monochrome
images it is easy to choose suitable bins because the pixel values are integers in the range [0; 255]. But
for most data sets the choice is not so easy. In these cases we must conduct preliminary data analysis
to help us decide.

1D Histograms and 1D probability distributions

Histograms show us how data is distributed over a range of values. It is easy to turn a histogram
into a probability distribution . From Equation 3.1, the probability of observing a value in the interval
[uj � w; uj + w) is

p(uj ) =
h(uj )

P M
j =1 h(uj )

Where the explicit dependence onw has been dropped, but only for notational convenience. One way
to understand what this means is to imagine writing each datum value x i on a piece of paper, throwing
all the papers into a bag, and picking one at random. The probability p(uj ) is the chance of picking a
value in the j th interval.

Notice that
MX

j =1

p(uj ) = 1

is true by construction, and means that choosing some value is certain | we have covered all the data.

A real working example

These ideas about one-dimensional histograms and probability distributions are very simple, but can be
of great practical bene�t as this example shows.

Here in Bath we are researching how to get computers to understand images. There are many
approaches, ours is to understand shapes. Again, many approaches exist, but ours is to use what is
called the skeleton of shapes. Figure 3.4 shows a test-card picture of shapes (white and black )and their
skeletons (red). But notice that the skeletons are \noisy" | the skeletal points around the edges of
shapes are not wanted. The real-world problem is to di�erentiate the noise pixels from the signal pixels.

To understand how we do this we need to know just a bit more about how the skeletons are formed
in the �rst place. What we do is to work out how far each pixel is to the nearest one of the opposite
colour. So, take a white pixel, �nds the nearest black pixel,measure their distance apart, and store that
distance in the white pixel. When this is done for every white pixel the resulting image of distances
is called a distance transform; it is a standard thing to do in image processing. We take the distance
transform of black pixels too, but give those pixels negative distances, just so we can tell them apart.

So, we need to identify noise in the distance transform. Intuitively this noise comes from the fact
that the edges of the objects are quantised in stair-cases | just zoom in to pixel level of any binary
picture to see this. We can change the details of the staircases without e�ecting the way you and I see
the picture as a whole (which is one way to think about noise).

We proceed in a simple way. All we do is manufacture a picture of binary noise. This is easy to do,
in every pixel just choose a random number between 0 and 1, andif the random number is greater than
0.5 make the pixel white, otherwise make it black. Now make a distance transform of the noise picture,
in just the same way as for the real picture we are interested in.

OK, we have two distance transforms now | one for the \signal" the other for the \noise". What we
do next is to make a histogram for each picture, and turn each histogram into a probability distribution.
This means we can compare them, and in fact both are plotted inFigure 3.4. You can see the probability
that any pixel picked at random has a particular height (positive for white, negative for black). You can
also see no pixel has height 0. But most importantly you can see two distributions, one for noise, the
other for signal. The heights where the chance of noise exceeds the chance of signal are, of course, the
heights we want to disregard because they are probably corrupted by noise.
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We can translated this into a binary mask that says whereabouts on the real image the height signal
is to be considered as noise. As you can see from 3.4 these locations conform with our intuition by
picking out a band of pixels around the boundaries of the objects.

So why not just pick a band anyway and save the hassle? Well that would be un-principled because
I'd have to say how wide I want the band to be. by using my methodI can compare the statistics of the
real image (ie its probability distribution) to the statist ics not just of noise as de�ned above, but of other
sort of images too | including other sorts of noise. The fact a ll these will boil down to a probability
distribution means we can easily compare them, and what is more we can call all the tools of statistics
and probability to help us.
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Figure 3.4: Left: A test-card of black and white shapes and their skeletons(red). Middle: The probability
distributions for signal and noise images. Right: Identi�ed noise pixels (green) on the signal image.

3.2.2 Histograms in Many Dimensions

So far the discussion has centred on the statistics of a single variable. Now we should consider the
statistics of more than one variable | these are multivariat e statistics. One example is to use points
on a plane. Imagine throwing grains of salt onto a table, eachgrain has two values, its x and its y
position. We can ask about where most of the grain fall, and how many grains we might expect to see
in each small square on the table. These questions, and others like them, require more than one random
variable, so are multivariate statistics.

Scatter Plots and Histograms

A scatter plot is one way to start making a histogram for multi variate data. You have already seen
a made-up scatter plot in Figure 3.1. Here we'll be a bit more formal. Consider a two dimensional
example | like the grains-of-salt example, except that the d imensions can be anything we want. In the
two dimensional case eachobservationor data-point has two values, like the length and width of objects.
We can call thesex and y and so imagine (x; y) as a point on the plane.

As an example, Figure 3.5 shows a scatter plot made by plotting a point for measurements of sepal
width and petal length from Iris 
owers; these are real data from a famous data set2. Within any given
species we would expect these measures to vary between individuals, and this is what we see | each
point comes from one 
ower.

Notice the distribution is multi-modal, two peaks or clusters in this case. This is because there are
at least two distinct sorts of Iris. So as in Figure 3.1 the scatter plot can help us learn about di�erent
classes of object.

Now, it is possible to make a two-dimensional histogram. Allwe need do is to divide the plane into
small squares, count the number of points in each square, anddraw a box of the correct height. And
from there it is easy to get a probability distribution, just normalise by the number of data points.
Figure 3.6 shows the 2D probability distribution for the Iri s data. Notice how the height of a box relates
to the local density of data points.

2Fisher's Iris data set, provided by Wikipedia.
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Figure 3.5: A scatter plot of sepal width and petal length, taken from Fisher's Iris data set, provided by
Wikipedia.
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Figure 3.6: A two-dimensional histogram showing the distribution of sepal width and petal length. Data
taken from Fishers' Iris data set, available on Wikipedia.

We use 2D examples because they are relatively easy to visualise in pictures. But the ideas here
extend to many dimensions. In 3D we would use cubic shaped bins, in 4D and above we would use so
called hyper-cubes| easily de�ned by an interval in each dimension's direction , but very hard if not
impossible to imagine.

3.2.3 Kernel Methods: Parzen window

We have already mentioned the fact that the histogram one gets depends on how the bins are de�ned.
We've used bins of equal size, uniformly distributed. Rather than generalise this to bins of di�erent sizes
and non-uniform spacing we will instead learn aboutkernel methods.

Now, lets stop and think for a moment about how we made up a histogram. What we did was to
pick a centre point for the bin u and a width w and then say that any point inside the bin belongs to
that bin. This let us count how many points belong to each bin. But consider now the idea that be put
a bin around each data point. We can still get to the very same histogram, but now we must count the
number of bins into which the location u falls. Figure 3.7 illustrates this idea. See how the middle bin
centre (in red) captures three data points in its bin, but it c aptures in three bins when they are placed
around data points.
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Figure 3.7: Two di�erent ways to count the number of points in a bin. Bin centres are in read, data
points are in black; the bin is a square.

Now, the mathematical de�nition of histogram making can work either way around | we can read
the mathematics of histogram making either way | and come up w ith the same answer. We'll take
advantage of this and choose the \bin around data" view. Thiswill turn out to be a very neat thing to
do.

What we will do is think that the bin is in fact a window. A window allows us to \see" a little bit of
space. If we stick to our idea that a point is either in a window or not we can now measure the density
at each and all of the data points | we just count the number of o ther data points we see in a window
around each one. This means we can make a data distribution based on point locations themselves, not
on some more-or-less arbitrarily chosen bin centres.

But another advantage is that we no longer have to decide whether a point is in an window or not.
Instead we can imagine a window that is sort of cloudy in partsand clear in others. Some places |
those close to the centre | we get a clear view of the data set; other places, further a�eld, we see less
clearly, while way o� in the distance we see virtually nothing. The degree of \cloudiness" of a point can,
unsurprisingly, be thought of as a probability density function. It says how likely we are to be able to
distinguish a point | of one exists. Like all maths, we can int erpret in another way. And another way is
to think of adding noise to the data point that we've located t he window on. This view of things would
means that we are admitting the measurements we make are noisy, so the data point we get could in
principle be someplace else, but we do not know where. We knowwe'll �nd it someplace | the window
density sums to 1 | and we can guess we'll �nd it close to the centre, where the probability is high (less
cloudy window).

We can control the density over the window using a function. AGaussian function is very often used
(see Section 2.1.3), because noise is often Normally distributed. Whatever function is used it is called a
kernel and so can be denoted ask(x � u) which means the kernel has a scalar value that depends on the
vector between the location of the data point x and some selected pointu (which could be a bin centre,
but no longer has to be). Now the density at any point u can be computed as the average kernel value
from every data point

p(u) =
1
N

NX

i =1

k(x i ; u)
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with
8y : k(y) � 0

1 =
Z 1

�1
k(y)dy

Bear in mind this idea is good for an many dimensions as you like, not just one or two.
This method of de�ned a density uses so-calledParzen windows. Consult Duda, Hart, and Stork [2]

section 4.3, or Bishop [1] section 2.5. for more a detailed description, complete with illustrations.

A real world example

Back to image processing | or in the case computer vision. A real problem is dividing a picture into
meaningful parts. To do this by computer is hard | all we reall y have is a list of locations and colours {
the computer cannot \see" as you and I can. It is, after all, the job of computer vision to get computers
to \see", given the data.

Now one sensible way to break an image into parts is by colour.We can look around us and see
that objects which are meaningful have more-or-less the same colour. True, many objects exist that
are highly varied in their colours, but we have to start somewhere and assuming more-or-less the same
colour seems a decent place.

The problem now is this: given a picture, which few colours should be chosen? This is in some sense
automatically picking bin centres from a histogram. But now we will often a red-green-blue values, one
for each pixel, and often have 256� 256 or more pixels. What we want to do is to pick the most common
colours.

We can do this using the Parzen window. What we can do is to place each and every one of the colour
triplets ( r; g; b) inside a 3D space (colours are features) . Then we use a Parzen window to compute the
density at every point in the feature space. The points whichare locally maximal { which is to say points
that have a hight density estimate than any of those nearby | a re considered common colours. Notice
we can control the number of common colours by controlling the size (width) of the Parzen widow. A
wide window takes in more points of the data is more \blurred" (in feature space NOT in the picture).
But a narrow window is less blurred. The wide window gives a few of the most dominant colours, the
narrow one gives variations with centres more accurately chosen.

There is a famous algorithm that does exactly this. It is called the mean shift algorithm, and you
can easily �nd out about it using Google scholar, and even download code that implements it.

3.3 Parametric methods

We now turn to modelling density distributions parametrica lly. This means we will �t a function to the
whole data set. A parametric model has several advantages over the non-parametric forms. Amongst
these are the fact that parametric models very e�cient because they modelling the whole of the dis-
tribution with just a few numbers | these are the parameters t hat control the shape of the modelling
function. Perhaps more important is the fact that functiona l forms are usually much easier to deal with.
In particular, having the functional form of a distribution allows you to conduct all sorts of analysis,
often quite easily. We will consider only two functional forms in any depth | the Gaussian, and the
Mixture of Gaussian.

3.3.1 Mean, Standard Deviation, Variance, and the Gaussian in 1D

The Gaussian is amongst the most important functions for modelling a probability distribution para-
metrically. This is because many data sets are distributed as a Gaussian | meaning their histograms
look like the classic bell-shaped curve. Such data sets are said to be normally distributed.

Gaussians are speci�ed with just two numbers, the mean and the standard deviation. Having just
a few numbers to carry around is one advantage that parametric methods have over non-parametric
methods. Another is that the distribution as a whole can be easily manipulated.
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Figure 3.8: Sepal Width distribution from Fisher's Iris dat aset, showing a Normalised (Gaussian) dis-
tribution. Data is taken from Wikipedia.

It is easy to �t a Gaussian to data using the mean and standard deviation (recall Equations 1.1 and
1.3).

The Gaussian uses the mean and the standard deviation to de�ne a probability distribution

p(x) =
1

�
p

2�
exp

�
� (x � � )2

2� 2

�

this is a continuous function that requires just two numbers to specify. The normalising factor 1=(�
p

2� )
is there to ensure the the probability distribution integra tes to unity:

Z 1

�1
p(x)dx = 1

One signi�cant limitation of the Gaussian distribution is t hat it is unimodal, meaning it has a single
peak. There are many data sets which aremulti-modal | more than one peak | which are more di�cult
to model parametrically.

3.3.2 The Multivariate Gaussian

The multivariate or multidimensional Gaussian generalises the one-dimensional case to many dimensions.
It is de�nes a probability density function in n dimensions like this:

p(x) =
1

jCj1=2(2� )n= 2
exp

�
� 1
2

(x � � )T C � 1(x � � )
�

in this � is the location of the central peak of the distribution | this is its expected value | the mean.
The C is a n � n matrix, which is symmetric without loss of generality. It is called the covariance matrix.
These are de�ned in Equations 1.4 and 1.5.

In one-dimension the Gaussian is has a distinctive bell shape. This can be seen also in two dimension.
In three dimensions the bell shape exist sin the sense it describes the way density varies in the volume,
and so on in higher dimensions.

Let's consider a contour of equal density. In two dimensionsthis makes an ellipse that runs around
the mean, which of course is at the apex of the bell. If you takedi�erent density contours, you get a
concentric set of ellipses, all centred around the mean. So the mean locates the bell. The shape and
orientation of the bell is decided by the covariance matrix.

The simplest case is when the covariance is the identity matrix. In this case the density contours
are circles. If the covariance is diagonal but not identity, so all o�-diagonal terms are zero, then ellipses
which are aligned to the x and y axes appear.
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If the o�-diagonals are non-zero then the ellipse turns. Nowwe can see why this matrix is called
the covariance matrix. If the ellipse is at an angle it implies that is the x value rises then they value
is likely to change. If the o� diagonals are positive then the y value will likely rise | this is a positive
correlation. If the o�-diagonals are negative then there is anegative correlation, so the y values can be
expected to fall.

3.3.3 Mahalanobis Distance

Buried inside the multivariate Gaussian is an important distance called theMahalanobis distance, named
after Mahalanobis. It is in fact a squared distance:

h = ( x � � )T C � 1(x � � )

Take a look and see it inside Equation 3.3.2. If this value is constant, then so too is the density. So
contours of the Mahalanobis distance correspond to densitycontours.

From a practical point of view this means we do not have to go tothe expense of computing an
exponential to use the Gaussian | the Mahalanobis distance will do in many cases.

And this distance gives us a bit on insight too. In the two dimensional case the covariance is

c =
�

c11 c12

c21 c22

�

which for a point [x1x2]T gives a Mahalanobis distance

h = c11(x1 � � 1)2 + ( c12 + c21)(x1 � � 1)(x2 � � 2) + c22(x2 � � 2)

which, recalling c21 = c12, expands to

h = c11x2
1 � c11x1� 1 + c11� 2

1 + 2 c12x1x2 � 2c12(x1� 2 + x2� 1) + 2 c12� 1� 2 + c22x2
2 � c22x2� 2 + c22� 2

2

By collecting terms in x2
1, x2

2, x1, and x2 we get

h = c11x2
1 + 2 c12x1x2 + c22x2

2 � (c11� 1 + 2 c12� 2)x1 � (c22� 2 + 2 c12� 1)x2 + ( c11 � 2
1 + 2 c12� 1� 2 + c22 � 2

2)

which has the form of aconic section

h = a11x2
1 + a12x1x2 + a22x2

2 + a13x1 + a23x2 + a33

If you recall Equation 2.1 you will see that this makes an ellipse. (It does so only ifa12 < a 11a22, which
is always the case for a covariance matrix.) Look up the Wikipedia pages for more on conic sections.
I've written the coe�cients as a matrix so I can write it like t his:

h = [ x1x21]

2

4
a11 a12 a13

a12 a22 a23

a13 a23 a33

3

5

2

4
x1

x2

1

3

5

There is no particular reason for doing this here, except it makes an easy way to write down a conic
section: h = xT Ax .

3.3.4 Eigenmodels

The multivariate Gaussian contains a matrix, the covariance matrix. The covariance matrix describes
the way in which points in the Gaussian distribution are spread out. In a two-dimensional plane, for
example the contours of equal probability | equal Mahalanob is distance | make nested ellipses. The
numbers in the covariance matrix orient and shape (scale) these ellipses.

Now, any ellipse has two axes: the major axis is the longest line through the ellipse mean, the minor
axis is the shortest. These lines are at 90� ; they are orthogonal. It is possible to get at the vectors which
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de�ne the directions of these axes via theeigendecomposition. For us, eigen-decomposition says that any
real, symmetric matrix { such as covariance matrices { can bebroken into two others, like this

C = UT LU

In this U is orthonormal so UT U = UUT = 1, and L is diagonal. If C is n-dimensional then it is an
n � n matrix, and so are both U and L .

The columns of U are vectors of unit length. They are called theeigenvectors, which comes from
a German word eigen meaning \characteristic". They are characteristic in the sense they point in the
direction of the ellipsoid axes. The numbers along the diagonal of L are calledeigenvalues. There is one
eigenvalue for every eiegnvector. To see this we use a 2D example, and write U = [ u1u2], L = diag[ l1 l2],
then

C = [ uT
1 uT

2 ]
�

l11 0
0 l22

� �
u1

u2

�

= uT
1 l1u1 + uT

2 l2u2

from which we can conclude that the root of the eigenvalues are in related to the lengths of the eigen-
vectors. In fact, each eigenvalue gives the variance of the spread of the points, in the direction of the
corresponding eigenvector. The square root of the varianceis, of course, the standard deviation.

So, given dataX , and having analysed the covariance matrix we can put the number of points, the
mean, the eigenvectors and eigenvalues into a single tuple:


[ x] = ( N; �; U; L )

This tuple \describes" the data X in the sense that is speci�es an ellipsoid ofN scattered points. The
ellipsoid has centremu and eigendecompositionU; L. The 
 is an eigenmodel.

This turns out to be a very important idea. Here is just one example of its use. Suppose you want to
�t a shape to an object in an image. We can think of the shape as white pixels on a black background.
The data X comprise each pixel in the white object. It is easy to �t an ellipse, via the eigenmodel of the
data. It can be shown that choosing an ellipse at two standarddeviations has exactly the same statistics
as a 
at distribution, so an ellipse of 2 standard deviations is used.

3.4 Conditional, Joint, and Marginal Probabilities

Now we have probabilities with more than one variable we can think about di�erent distributions.
The basic one to think about is the joint distribution. If x and y are random variables the joint

distribution gives the probability of seeing them both at once and is written down as p(x; y). As an
example, think about throwing two die, one red one blue. Supposex is a number the blue dice, andy is
a number on the red, Thenp(x = 2 ; y = 5) is the chance of throwing a 2 on the blue and a 5 on the red.

If you want to know the chance of seeing a given variable,x and have only the joint distribution of
(x; y) you need the marginal distribution. This is found by adding up all the probabiliti es p(x; y) for
constant x

p(x) =
Z

p(x; y)dy

This integration eliminates y as a variable because every possible value is considered. Inthe case of a
pair of dice it is easy to see. If you knowp(2; 1) then you know the chance of seeing 2 on blue and 1 on
red | at the same time. If you know p(2; 2) then you know the chance of seeing 2 on blue and 2 on red.
And so on up to p(2; 6). So the change of seeing 2 is the sum of these probabilities.

The numbers thrown on a pair of dice are (we hope)independent. This means that knowing the
number thrown on a blue dice tells you nothing about the number on the red. In these cases we can
write

p(x; y) = p(x)p(y)

But this is not true in many instances. For example, the letters in a word. It is pretty obvious that if
I show you the �rst letter of a word, and it is a 'q', then you can make a very good guess as to the next
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letter, being a 'u'. More generally if you get to see any letter in a word you can make an educated guess
as to the next letter. In fact you don't have to guess. You can make 26 histograms, one for each letter.
Each histogram has 27 entries and gives the probability of seeing a letter (or space, hence 27) after the
letter in hand. The histograms are �lled simply by looking at English words taken from a dictionary.

So, let's think a second. We have a letter, call thisx. We want to know which letter might be
next. So we pick the corresponding histogram | so the probability distribution we pick depends on the
�rst letter. Next we �nd the probability of the letter(or spa ce), call this y. This gives is aconditional
probability, written p(yjx). This is the probability of observing y given x has been observed. It is very
important to notice that in these cases knowing x tells you something about the chances of seeingy.
Notice that for letters, at least, one letter is picked before the other.

3.5 Bayes theorem (again)

You may we wondering whether the joint and conditional distributions are related, and if so then how.
The answer is they are related, viaBayes theorem. This is very simple

p(x; y) = p(xjy)p(y) = p(yjx)p(x)

It says that the joint distribution is the product of a condit ional distribution and a marginal distribution.
It means that if you know the change of seeingx given y is already seen | and the change of seeingy
alone, then you can get the change of simultaneously seeing both.

Given this it is easy to show that

p(x) =
Z

p(xjy)p(y)

so that Bayes theorem is often written as

p(yjx) =
p(xjy)p(x)R
p(xjy)p(y)

or, in discrete form

p(yjx) =
p(xjy)p(x)

P
p(xjy)p(y)
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Chapter 4

Basics of Pattern Classi�cation

We are now in a position to discuss the central concern of thiscourse: namely pattern classi�cation.
People often think of patterns as visual things built up from repeating objects, like Islamic Art. These
things certainly are patterns, and so too are other patterns, like the pattern of 
ight paths over the UK.
In fact the more we look/listen/feel/etc for patterns, the m ore we see.

4.1 Feature spaces

Technically a pattern is represented by a vector of numbers.SO a visual pattern might have a vector
that says average value, gray-level spread and so on. Or the pattern could be the colour values in a small
image square of, say, 11� 11 pixels. Whatever characterisation is used, the vector iscalled a feature.

The important thing from our point of view is that features (v ectors) can be treated as points in a
feature space, each value just gives the coordinate in the direction. The idea is that features representing
the same sort of thing crowd close together to makeclusters inside feature space. The spread of the
feature points | their distribution | is a consequence of the variations in the pattern. This makes the
choice of feature space a critical issue.

Now, suppose we have in hand a bunch of clusters, and a patternwe have not seen before. When we
say \pattern" we mean, of course, a feature vector. If we can somehow say the feature \belongs to" one
of the clusters, then we can claim to have recognised the pattern.

4.2 Making Decisions using Probability Distributions

Classifying | or recognising | a pattern is the same as making a decision: does the pattern belong to
class A or to class B or to class C etc. To make things easy for us, let's think about just two classes.
For example, the two classes of Iris 
ower in Figure 3.5.Let's call these type A and B. Let us further
suppose we have been gifted with prior knowledge so that we have already divided the data in groups A
and B. Each of these types then has its own probability distribution, call these p(x) and q(x), in which
x is a point in feature space.

Now, give a point in feature space, which is to say a feature vector that has come from a pattern (a

ower in our case) we work out the probability that the patter n belongs to each group. The probability
of belonging to A is p(x), and the probability of belonging to B is q(x). If the probability p(x) is larger
than q(x), then we can guess that the pattern belongs to A. So

(p(x) > q(x)) $ x belongs to class A (4.1)

This is a decision. Notice this is a strict inequality, and its obverse isp(x) < q(x). What happens if
p(x) = q(x)? we cannot make a �rm choice! If this happens, thenx is said to be on adecision boundary.
In 2D these are lines, in 3D these are surfaces, and so on in higher dimensions.

33
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4.2.1 Short-circuiting decisions using Mahalanobis dista nces

We already have two distinct ways of computing a probability distribution; by non-parametric and
parametric methods. If parametric methods are used then we do not always have to go to the trouble of
computing a probability, because this can be computationally expensive. Consider the case when both
p(x) and q(x) are of Gaussian form:

p(x) = kA exp
�

�
1
2

(x � � A )T C � 1
A (x � � A )

�

q(x) = kB exp
�

�
1
2

(x � � B )T C � 1
B (x � � B )

�

in which the subscripts indicate the mean and covariance of each class, and the normalising factors too.
Computing exponentials is expensive, but we know that the log function is monotonic. This means that
if x > y then log(x) > log (y). Our decision is based on such an inequality,p(x) > p (y), so the log of
these keeps the decision the same;

(p(x) > q(x)) $ (log(p(x)) > log(q(x))) (4.2)

Now, the log of the Gaussians we have are

log(p(x)) = log(kA ) �
1
2

(x � � A )T C � 1
A (x � � A )

log(q(x)) = log(kB ) �
1
2

(x � � B )T C � 1
B (x � � B )

The log of the normalising constants are just constant, so ine�ect we end up comparing Mahalanobis
distances. In fact, the sign of the comparison is now seen to be reversed | because small Mahalanobis
distances correlate with large probabilities. So, we mightsimply make the choice of class based on
the smallest Mahalanobis distance. This is equivalent to choosing the nearest mean, but crucially the
measure takes the standard deviations of the data into account: the measure is no longer Euclidean.

4.2.2 Before and After: making use of prior knowledge

The probabilities p(x) and q(x) could have been written asclass conditionaldensities,p(xjA) and p(xjB )
respectively. These are the interpreted as \the probability of observing feature valuex, given the class
A", (or B).

But suppose one sort of 
ower, A say, is far more common than the other. What we really want
are the probabilities p(Ajx) is \the probability that feature x belongs to classA", and analogously for
p(B jx). These probabilities are often calledposterior densities, because they have to be computed via
Bayes law. For A,

p(Ajx) =
p(xjA)p(A)

p(xjA) + p(xjB )

we see that what we know before hand | our prior beliefs | appea r on the right hand side as theprior
p(A); ditto for B . So the posterior is what we knowafter we have made an observationp(xjA).

Using the posterior densities is usually preferred to usingthe class conditional, because of the inter-
pretation. The problem is that a prior is needed, which can behard to get at. In the 
owers case all we
need to do is use the relative size of the sets A and B | but that i s a particularly simple example. If
the priors are about equal, then the class conditionals alone can be used, and in practice often are.

4.3 K-means

The class conditional probability densities p(xjA) and p(xjB ) were assumed to be known in Section 4.2.
One way to do this is by dividing the data by hand. But what if th ere is a lot of data | such a method is
impractical. Anyway, as good computer scientists we would like to computer to work out this division for
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itself. There are several ways to to this. We will look as two popular method, beginning with K-means
clustering, which is a non-parametric method.

The idea is simple enough: choose justK points in a features space to act as class exemplars. Given
a features to be classi�ed, the nearest exemplar is found. The exemplars are chosen from atraining
data set f x1; :::; xN g, so the problem is \how to pick the exemplars", which we denote � k , the subscript
indicated which particular class the exemplar belongs to.

The binary vector assigned to each point in the training set is hasK entries | one entry per class.
There is only 1 in the vector, which indicates which class thetraining sample belongs to. This is called
a 1-of-K coding scheme. What we want to do next is to work out the spread of each class,because we
want each class to be as tightly packed as possible (think about it). We will need the binary assignment
vectors to do this. Once we can compute the spread we will update the binary assignment vectors so
that the spreads get smaller | and keep cycling around the \co mpute spread", \update assignments"
until there is little or no change.

We need top do this more formally now. Let's call the binary assignment vector for the i th training
sample r i ; its k element is r ik . This is 1 if and only if the training sample is assigned to thekth class,
0 otherwise. Let's pick some initial values for the exemplars using the average of the points assigned to
the class. So

� k =
P N

i =1 r ik x i
P N

i =1 r ik

(4.3)

Now we can compute what amounts to the average spread over allclasses:

J =
KX

k=1

NX

i =1

r ik jx i � � k j2 (4.4)

To get the average all we need do is divideJ by K , the number of classes. We can make this value
smaller by re-assigning only points close to the exemplars to be class members. This is formally express
as:

r ik =
�

1 if k = arg min j jx i � � j j
0 otherwise

(4.5)

The algorithm can be initiated with K randomly selected exemplars.
See Bishop, section 9.1 for an alternative description, andexamples.

4.4 Gaussian Mixture Models

A collection of Gaussians, each with a mean and covariance, and a prior:


 = f (� k ; � k ; Ck ) : ik = 1 :::K g

This is a mixture model, because the class conditional densities are summed to estimate a multi-modal
distribution.

p(x) =
KX

i = k

� k g(xj� k ; Ck ) (4.6)

Typically, each Gaussian models one cluster. Because Gaussians are used, this is aGaussian Mixture
Model (GMM).

We have already used a GMM, although we did not call it that. In Section 4.2 we used a pair of
Gaussians �tted via the mean and covariance of the data sets.Also we noted that if nA points belong
to A and nB to B , then p(A) = nA =(nA + nB ), likewise for p(B ). In this context these priors are � 1

and � 2.
But a much more di�cult task faces us now. We want to �t a GMM automatically. This means

getting the computer to decide the mean, the covariance, andthe prior for each cluster. To make things
a little easier we will assume we know the number of clusters we want to �t, which lets us use the EM
algorithm.
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4.4.1 Expectation Maximisation Fitting

GMMs are often �tted using the famous Expectation-Maximisation algorithm (EM algorithm). The EM
algorithm can �t other sorts of things too, but we'll use it fo r GMM. It assumes the number of clusters
is known in advance | but we'll learn how to relax this assumpt ion in the next section.

First let's clear up the name, EM. The expectationbit comes from probability theory. It refers to the
value we might reasonably expect some datum to have. It has a formal de�nition:

E [x] =
Z 1

�1
p(x)xdx

in which p(x) is the probability of observing x. Turns out that the expectation value is the average
value.

The maximisation bit refers to our aim of maximising the expectation, which really means we want
to have as much con�dence as possible in the answer.

Now, as mentioned the EM algorithm is useful in many cases, but will use GMM �tting; which is
useful, common, and illustrates the general form of EM. The EM algorithm has two steps, the E-step in
which the expectation is computed, and the M-step in which the parameters (in this case the parameters
of the GMM) are updated so that E gets bigger.

The algorithm begins by using K-means, as in Section 4.3, to choose initial values for the means� k

and assign class membership. Given class membership we can compute a covariance matrixCk for each
class, and a prior� k

The probability of the model (the particular GMM) is compute d using the probabilities of each point,
as in Equation 4.6: since each point is regarded as independent of the others we should take the product
of these probabilities. We express this as

p(
) = � N
i =1 p(x)

but since the probabilities are each less than 1, and some canbe very small, and there are many the
p(
) can be too small to compute on a computer. The way around th is is to use the logarithm:

log(p(
)) =
NX

i =1

log(p(x)) (4.7)

It is this term which we want to maximise | because then we have the model 
 in which we have
greatest con�dence.

Now for the algorithm itself. First let's do the E-step. It be gins by computing the posterior probabil-
ity that that any point in the training set belongs to a given c lass (aka cluster, aka GMM component).
We can compute the class conditional for thej the data point and kth component

p(x i jk) = � k g(x i j� k ; Ck )

From which the posterior probability of class membership can be computed:

p(kjx i ) =
p(x i jk)� k

P K
j =1 p(x i jj )� j

(4.8)

So for each training sample we have a vector of probabilities. Each element gives the probability the
the sample belongs to a given cluster. The vector sums to unity because we assume the sample belongs
to some cluster. This vector can be thought of as generalising the binary assignment vector used in
K-means clustering.

Just as we used the binary assignment vector in K-means clustering to work out new mean values, so
now we will use thep(kjx i ) vectors to work our new priors, means, and covariances. This is the M-step:

� 0
k =

1
N

NX

i =1

p(kjx i ) (4.9)
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� 0
k =

P N
i =1 x i p(kjx i )

P N
i =1 p(kjx i )

(4.10)

C0
k =

P N
i =1 (x i � � 0

k )T (x i � � k )p(kjx i )
P N

i =1 p(kjx i )
(4.11)

Notice the use of what we might call the \probability of assignment vector".
The EM algorithm iteratively computes E and M until the log-l ikelihood of the data converges, or

for a �xed number of iterations.

4.4.2 Choosing the number of clusters

So far we assumed a known number of clusters | a somewhat unsatisfactory state of a�airs. The
number of clusters can be decided automatically using aninformation theoretic measure; theminimum
description length (MDL) is popular.

Now consider, we have been �tting a GMM. The �tted GMM is, of co urse, supposed to model the
probability density function that the datum were independently drawn from. But there will be errors.
If we use too few components, then the error will be large. Butif we use too many then we end up with
a Gaussian at every point | which is akin to a non-parametric d ensity estimate. What we need to do
is to balance the error with the number of components. This iswhat MDL does.

The description length refers to the number of binary digits, ie number of bits, needed to encode
the model (the GMM) and the error. If the error is large you wil l need many bits, and likewise if the
model has many components a lot of bits will also be needed. Soif can can �nd the model that has the
minimum description length, we'll have a good model.

Now, we won't encode the errorper se, instead we'll encode the probability of each point. This isjust
a number, and the minimum number of bits needed to encode any number is just its logarithm to base
2 (think about it). But we'll use the natural logarithm; it ma kes little di�erence. So �

P N
i =1 log(p(x)) is

the total number of bits needed to encode the probability of each point. Notice the use of the negative
| the log values are all less than 0 because probabilities areall less than 1. We've seem this term before
in the EM algorithm.

Now we must encode the model { the GMM. This is parameterised,meaning it is characterised using
some numbers. These are the the values for the priors, the means, and the covariance matrices. If these
numbers change, so does the model; that is what is means to characterise the model. Of course, we
want to encode the fewest number of parameters we can, so we take advantage of the fact the covariance
matrices are symmetric. The smallest number of parameters we can get away with is called thedegree
of freedomof the model. Let us call the number of bits needed to encode the model as� (
). It is left as
an exercise to work out what this is for GMM.

The MDL can now be computed:

MDL( x; 
) = �
NX

i =1

log(p(x)) + � (
) (4.12)

The � is called apenalty term. This MDL measure is used to decide which GMM model to use simply
by �tting GMM models with di�erent numbers of components, an d selecting the one of smallest MDL.
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Chapter 5

Model Fitting: optimisation and
search

This chapter is about model �tting. This means that given dat a we want to explain it using a function.
Chapter 1 contains an extended example of what this means in the case of a physical problem. In
Chapter 4 we learned about K-means clustering and Gaussian Mixture Models. Each model (K-means
/ GMM) was �tted to a probability distribution. In one case we had to minimise some measure (the
average spread), whereas in the other we had to maximise a measure (the log-likelihood of the data) |
in other words we had to optimise a measure. We did not know the optimal value to begin with, we had
to make a guess and then use that guess to make a better guess | we had to search.

So the themes of this chapter: search, optimisation, and model �tting have already been used. This
chapter discusses these matters further. It turns out that model �tting is always posed as an optimisation
problem, and search is nearly always involved.

We shall consider two families sorts of model �tting (data analysis) methods: the deterministic and
the non-deterministic. Broadly speaking, deterministic methods are best suited to \small" problems
(which means feature space has few dimensions), whereas non-deterministic methods tend to be used for
\large" problems. Also, deterministic problems will give t he same answer every time | at least, they
will if given the same stating place for the search, whereas non-deterministic methods may not. It may
seem strange to think about an algorithm that gives a di�erent answer every time. To see why this is
so we have to understand Figure 5.1.

initial point B

local minimum found

global minimum found

initial point A

Figure 5.1: A caption

The �gure shows an arbitrary function. Our problem is to �nd a minimum in that function. Notice
that in both K-means and GMM �tting we wanted to �t a model by �n ding an extremum value (minimum
or maximum), and that if we scale any function by -1 then maxima become minima, and vice-versa.
So �nding the minima in a function is in fact quite a general (are therefore useful) thing to do. The

39
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functions one tries to �nd extrema in are called objective functions.
Now let's imagine ourselves standing like an ant on the surface which the function de�nes. If we

stand at place A we can crawl down the surface until we are at a valley | that is, at a minimum. But if
we started at place B we would crawl to a a di�erent valley, one which is lower than the �rst. The �rst
valley is called a local minimum, because it is the lowest value in the immediate vicinity. The second is
called a global minimum because it genuinely the lowest value the function reaches.

The problem with deterministic searches is that they end up in the same place every time | if the
starting point is the same. This means they can get \stuck" in local minima. Non-deterministic methods
attempt to overcome this problem, at the cost of giving possibly di�erent answers each time (because
they too can �nd local minima).

5.1 Deterministic methods

Deterministic methods for search (model �tting) contain no random component, except the starting
location. We've already noted they can can stuck in local minima; one way around this is to use more
than one starting point and keep the best result. But we will not consider those issues here. Instead we
will discuss two classic methods: least-squares and gradient-descent.

5.1.1 Least squares

Least squares �tting is used to �t functions | usually polyno mials | to data. It comes up in many
places in all of science and engineering. For example, you may want to �t a function to observational
data which measures the position of a cannon ball at speci�c times during its 
ight. When handling
images, it is often convenient to �t lines or curves to the edges in a picture. This is a process which
some call \vectorising" a picture, but in any case is important because it means a picture is no longer
represented by pixels but by geometric objects.

We will just consider the case of �tting data to a straight lin e. An alternative treatment of this
problem can be found in Presset al [3]. The case of more general polynomials is discussed by Bishop [1].

For the straight line case the model isy = mx + b, the m and b are model parameters. A straight
line is plotted in Figure 5.1.1, along with samples taken from it | the samples have had noise added to
illustrate the methods described here. Notice the errors inthe picture, these the the vertical lines from
the samples to the line itself. There is little point in just a dding these errors, because some are positive
and other negative. Instead we can add the square of the errors, which is always positive:

e(m; b) =
NX

i =1

(yi � mx i � b)2 (5.1)

You may object that in a real situation we do not know the slope m or the intercept c; and you would
be right. But the point is we can make a guess at these values and use the objective function above to
assess how good our guess is: better guesses give lower errors and the best guess of all gives the lowest
error. This is why the problem is called least squares.

To bring this idea home a little more the error value for di�er ent values of slope and intercept have
been worked out and plotted as a surface in Figure 5.1.1. To make this surface the samples (x i ; yi ) seen
in Figure 5.1.1 were kept as �xed. Then a range of di�erent m values andc values were tried, so that
an error could be worked out (as above) for each (m; c) pair. By using the m value as an \x location"
, the c value as a \y" and the error as \z" we can plot the surface you see in Figure 5.1.1. In this case
we happen to know the true (m; c) values. So, the error at the real (m; c) pair is also worked out and
plotted. We can see it is at the lowest point of the surface, soit is at an extremum, as intuition suggest.

Now, one way to �nd the best (m; c) values would be to work out the error for many pairs | just as
for plotting the surface | and then pick the best. But this app roach is full of di�culties: what range
of values should be used form and c? What distance between successivem (and c)? If the guess as to
ranges is wrong, then we will miss the answer altogether! Notonly that, the method is very slow as is
means working out the error many times. There is a better way,in fact we will look a two better ways.



5.1. DETERMINISTIC METHODS 41

-20 -15 -10 -5 0 5 10 15 20

-15

-10

-5

0

5

10

 

 
true line
noisy data points
error
estimated fit

Figure 5.2: A true line, noisy samples, errors, and a line estimate
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Method 1: di�erentiate the objective function

Minimal error occurs when both partials are zero

@e(m; b)
@m

=
NX

i =1

2(yi � mx i � b)( � x i ) (5.2)

@e(m; b)
@b

=
NX

i =1

2(yi � mx i � b)( � 1) (5.3)

Hence

0 =
NX

i =1

(yi � mx i � b)x i (5.4)

0 =
NX

i =1

(yi � mx i � b) (5.5)

which gives a pair of linear simultaneous equations

0 =
NX

i =1

yi x i � m
NX

i =1

x2
i � b

NX

i =1

x i (5.6)

0 =
NX

i =1

yi � m
NX

i =1

x i � b
NX

i =1

1 (5.7)

Since these equations arehomogeneous| which means they each sum to zero | we are free to scale
them. If we scale by 1=N then terms like

P
i x i become (1=N)

P
i x i , which you should recognise as the

average value ofx.
Using �x for the averagex location, �y for the averagey location, �xy for the average productx i yi , etc

we re-state the equations as

0 = �xy � m �x2 � b�x (5.8)

0 = �y � m�x � b (5.9)

Notice the latter of these says the �tted line passes throughthe average of the points. On factoring out
the unknowns into matrix form we arrive at

�
�xy
�y

�
=

� �x2 �x
�x 1

� �
m
b

�
(5.10)

with solution
�

m
b

�
=

� �x2 �x
�x 1

� � 1 �
�xy
�y

�
(5.11)

having obtained a slope and intercept, the line is �tted.

Method 2: An algebraic approach

Write the down the data as matrix from the start, this time the error at each point is measured directly

[e1 e2 ::: eN ] = [ y1 y2 ::: yN ] � [m b]
�

x11 x12 ::: x1N

1 1 ::: 1

�
(5.12)

e = y � wx (5.13)
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Now the sum of squares is just the squared Euclidean length ofe = [ e1:::eN ], and is equal toeeT , so

eeT = ( y � wx)(y � wx)T (5.14)

To �nd the optimal parameter vector w we want the stationary point of eeT . Now, from elementary
di�erential calculus, the total di�erential of a function w ith many variables is given by

d
dt

f (x1; ::xn ) =
nX

i =1

@f
@xi

dxi

dt
(5.15)

In this case the function is eeT and has many variables | the elements of the parameter vector w. Call
these elementswi , then

@eet

@wi
=

@(y � wx)(y � wx)T

@wi
(5.16)

=
�

@(y � wx)
@wi

�
(y � wx)T + ( y � wx)

�
@(y � wx)T

@wi

�
(5.17)

=
�

@(� w)
@wi

�
(y � wx)T + ( y � wx)

�
@wT

@wi

�
(5.18)

= ui (y � wx)T + ( y � wx)uT
i (5.19)

= 2( y � wx)uT
i (5.20)

in which ui is a vector of all zeros except at thei th element, which is 1. This vector is used because the
parameters are all independent of one another. The last lineis a consequence of symmetry. So we come
down to simply setting

y = wx

The x is not square so cannot be inverted directly to solve forw. However if we multiply by xT we do
get a square matrix:

yxT = wxx T (5.21)

then

w = yxT (xx T )� 1 (5.22)

The term xy = xT (xx T )� 1 is called the Moore-Penrose pseudo-inverse. It can be found using singular
value decomposition, see Presset al [3].

In practice...

The two methods give exactly the same answer. Figure 5.3 shows some MATLAB code, to show you
how easy they really are. The �rst was used to get the green line in Figure 5.1.1

5.1.2 Gradient Descent

Least squares �tting is problem that allows us to compute an answer directly | we do not have to search
for it. In the jargon we have a closed form solution. But in many problems we do not have that luxury,
we have to work hard and look for the right answer; and even then local minima problems mean we are
often in the position of hoping we have found the right answer.

Anyway,gradient descentis one of the most widely used methods for deterministic searching. You've
already come across the basic idea in the form of an ant crawling downhill, as in Figure 5.1. This section
places that intuition on more solid ground.

The �rst thing is that an objective function is just another f unction. In particular it is a scalar
function, so there is one value produced for every point. Of course, the input point is usually in some
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% fit using method 1 (NOT scaled by N, number of points, its fas ter)
barxy = sum(yi.*xi); % sum of products
barxx = sum(xi.*xi); % sum of x squared
barx = sum(xi); % sum of x
bary = sum(yi); % sum of y
A = [barxx barx; barx N]; % designm matrix
b = [barxy; bary]; % right hand side
% if scale by N then A -> A/N and b -> b/N, so that the N's 'cancel' on division anyway
% but the divided form is a bit easier to understand in the math s
w1 = inv(A)*b; % solution to problem
mest1 = w1(1); % extract slope estimate
cest1 = w1(2); % extract intercept estimate

% fit using method 2 - gives same answer
X = [xi; ones(size(xi))]; % put x data in homogeneous form
w2 = yi*pinv(X); % solve the problem using Moore-Penrose psu edo-inverse
mest2 = w2(1); % extract slope estimate
cest2 = w2(2); % extract intercept estimate

Figure 5.3: MATLAB code to estimate a line from data samples,in two ways.

high dimensional space, but the function is scalar nonetheless. Sof (x) will do to denote the objective
function.

Now, suppose we you an ant at pointx. We know how high we are, itsf (x). The downhill direction is
the direction in space that reduces your height. So you are looking for a vector, u so that f (x+ u) < f (x).
If there is no such vector atx, then you at a (local) minimum and have �nished searching. This gives a
halting criterion to gradient descent search.

But how can we work out the direction u? The answer comes from being able to work out the
gradient of the function at x. The gradient is the vector of partial di�erentials. It is de noted in various
ways, grad[f (x)], and r [f (x)] being two. We use the latter and so

r [f (x)] =

2

6
6
6
4

@f(x)=@x1
@f(x)=@x2

...
@f(x)=@xn

3

7
7
7
5

(5.23)

It turns out that r [f (x)] the gradient vector always points in the direction of greatest change, which
must be the direction we want. We need to sort out its sign | it c ould point up hill, and length |
it may over-shoot the minimum. But at least we have a direction. We will talk about estimating the
gradient from samples in a moment, but �rst let's examine the gradient a bit more.

Deciding a direction and step size

Recall Taylor's expansion in Equation 2.2. This has a multi-dimensional equivalent which looks like this:

f (x + u) = f (x) + r [f (x)]T u + O2[error] (5.24)

the r [f (x)]T u is just the inner product (aka scalar product, aka dot product) of the gradient and our
direction. The error term re
ects the fact that the surface of the function might be curved; higher-order
terms are needed to model curves, we are dealing now with 
ats(lines, planes, and hyper-planes in
higher-dimensions).

If we chooseu to be orthogonal to r [f (x)] then the inner product will be 0. This means that is
there is no error at all the value f (x + u) is equal to that of f (x). In other words we would be travelling
over a contour of the function. To make the largest change to the height (ignoring error) we want to use
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the extrema of the inner product. This happens whenu is aligned with r [f (x)]. More exactly, if the
direction of u faces the same way as the gradient, then the inner product is as large and positive as can
be; but if u points the exact opposite way then the inter product is as large and negative as can be. So
we want to move in the opposite direction of the gradient. We don't yet know how far to move, so we
should write

u(x) = � � r [f (x)]

Here we've usedu(x) to emphasise that the direction we are talking about is speci�c to where we are;
where x is.

Now, what size of step to choose? what� in the above? Clearly, if we expect the function to have a
minimum at all then it must be curved | a 
at function has no min imum! But we want to be sure that
we don't make � too big and so step over the minimum, nor do we want to make it too small and so
spend a long time taking lots of little steps. What we'd really like to do is to work out where we think
the minimum is, which will of course be a guess. But if we can make a good guess, then we should be
able to choose a decent value for the step size.

To do this we suppose the function islocally quadratic. This means that around the place we are we
can �t a sort of dish or bowl, which is modelled using terms like x2, xy and so on. You've seen these
before in the general conic and in the Mahalanobis distance,but now we call them x2

i , x i x j , and so on.
We return once again to the Taylor expansion, because the Taylor expansion modelled the function

locally as a polynomial | and that is exactly what we want. Thi s time we want to expand out to
quadratic terms, and when we do so we get this:

f (x + u) = f (x) + r [f (x)]T u +
1
2

uT Hu + O3[error] (5.25)

You should recogniseuT Hu as a quadratic form, see Section 3.3.3 to refresh your memory. Notice the
error term is of cubic order.

The matrix H is called the Hessianand is made like this:

H =

2

6
6
6
6
6
4

@2 f
@x21

@2 f
@x1 @x2

::: @2 f
@x1 @xn

@2 f
@x2 @x1

@2 f
@x22

::: @2 f
@x2 @xn

...
...

...
@2 f

@xn @x1
@2 f

@xn @x2
::: @2 f

@x2n

3

7
7
7
7
7
5

(5.26)

To make sense of this bear in mind that terms in the gradient like @f=@xi just say how much f varies in
the direction j . Of course, the amount of variation in this direction depends on where we are, so is just
another function. An just like any other function this too ha s a gradient. So the terms in the Hessian
are in fact just the gradients of gradients. In fact, if we want to we can write H is a very neat way:

H (x) = r [f (x)]r [f (x)]T (5.27)

In this context the gradient can also be called theJacobian, written J . So, ignoring error we have

f (x + u) = f (x) + J T u +
1
2

uT Hu

and we want the u that makes f (x + u) stationary in all directions as u changes, so we want

df
du

= J + Hu = 0

which is a linear problem with a solution for u

u = � H � 1J (5.28)

This gives the direction and size ofu that takes us to the bottom of a quadratic bowl. Of course, the
Taylor expansion means this minimum is local; whether it is global or not we cannot tell from this
analysis. Also, the minimum is estimated | because we have ignored any error. But if there is no error,
this is exact.
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Estimating the Jacobian and Hessian in practice

The Jacobian (gradient) is easy to estimate in practice,provided we have regularly spaced samples. We
need values for terms like@f(x)=@xi . Given regularly spaced samples

@f(x)
@xi

�
f (x + v) � f (x)

jvj

in which v is a vector in the i th direction. So all we need do is subtract the neighbouring samples as
divide by the distance between samples. To estimate the gradient, this must be done in each direction,
which builds up the gradient vector element be element.

To estimate the Hessian we can do the same thing, but now we would have to estimate each one of
the scalar functions @f(x)=@xi in the locality of x. This can be very slow to do, but consider moving
now in the direction j by a vector w

@2f (x)
@xj @xi

=
@

@xj

�
@f(x)
@xi

�

=
@

@xj

�
f (x + v) � f (x)

jvj

�

=
1

jvj

�
@f(x + v)

@xj
�

@f(x)
@xj

�

=
1

jvj

�
f (x + v + w) � f (x + v)

jwj
�

f (x + w) � f (x)
jwj

�

=
1

jvjjwj
[f (x + u + w) � f (x + w) � f (x + v) + f (x)]

which means we can still estimate a Hessian from the regularly spaced samples. Typically,jwj = jvj;
and if we makeu = v then we get he diagonal of the Hessian. This is called theLagrangian.

5.2 Stochastic methods

We will now discuss so-called stochastic methods. These methods have been designed to overcome
problems of local minima and the fact that the time-complexity of deterministic scales exponentially
with the number of dimensions. But stochastic methods should be used with case, and wheeling out
when there is good cause. We'll examine two of the most widelyused methods:simulated annealingand
genetic search.

5.2.1 simulated annealing

The reader is directed to Duda, Hart and Stork [2], chapter 7,section 7.2.

5.2.2 genetic search

The reader is directed to Duda, Hart and Stork [2], chapter 7,section 7.6.



Appendix A

Appendix

This appendix is a glossary of mathematical terms used in thenotes.

A.1 Intervals

The Real Line is the set of all real numbers stretching from� inf ty to 1 . The real line is denoted< .
An interval is a continuous section of the real line, between,a and b, with a < = b say. There are

di�erent types of interval, depending on whether none, one,or both end points are included. A closed
interval includes both end points. It is denoted [a; b] and de�ned like this

(x 2 [a; b]) $ (a < = x) ^ (x < = b)

An open interval does not include the end points. It is denoted (a; b) and de�ned by

(x 2 (a; b)) $ (a < x ) ^ (x < b )

Then there are semi-open intervals

(x 2 (a; b]) $ (a < x ) ^ (x < = b)

(x 2 [a; b)) $ (a < = x) ^ (x < b )
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